BMS3 – 2-Way ANOVA – multi-factor GLM

1.  In lecture, you learned to analyze experiments with two factors.  RStudio comes with a dataset (“npk”) that involves three (!!) factors.  

The experiment examines the effect of the addition or absence of three fertilizers on plant growth:  Nitrogen (N), Phosphorus (P) and Potassium (K).  Moreover, the experiment assessed plant growth in all combinations of the addition/absence of all three fertilizers.  By examining interactions between fertilizers, this allows one to test the hypothesis that the extent of an effect one fertilizer on growth depends on which other fertilizers are present.  Your job is to analyze this dataset.  NOTE that this experiment is balanced.

Upload the dataset in RStudio by typing, data(npk); now, you can view the dataset by typing its name, npk.  Note that the dataset includes a column, “Block”.  For simplicity, we’ll ignore Block for this analysis.

Ordinarily, our first job would be to plot the data to see what they look like.  We’ll skip that step this time, due to the complexity of plotting data for all combinations of 3 treatments…

a) Use the function ‘lm’ to begin to analyze these data.  Use a statistical model that includes each main effect (i.e., N, P, K), and all 2-way and 3-way interactions.  Here’s a nice short-cut:  If you use a * instead of a + between variables in the lm function, this automatically codes for each main effect and the interaction.  Therefore, N*P*K will model the main effects of N, P and K, separately, but also all combinations of (2- and 3-way) interactions.
b) Test the assumptions of your model.  If the assumptions are not met, what might you do to try to meet the assumptions?
c) When you’re convinced your model does not violate the assumptions of the analysis, look at the final results (i.e., what are your p-values?).  What do you conclude from this experiment and analysis?


2.  Currie et al. (2017; see: http://onlinelibrary.wiley.com/doi/10.1111/epi.13693/epdf) analyzed the activation of FS cells in two genotypes of mice, in 3 separate conditions (a, b, c).  Each mouse was measured only once, and each mouse experienced only one condition.  The data from this experiment are unbalanced.

The data are in the file, Amplitude.csv.


a) Plot the data.  Use the advice provided in lecture to plot the data for each combination of Genotype and Rearing Condition; this involves creating a new column that ‘pastes’ together the Gender and Reading Condition information for each observation.  Inspect the plot you’ve made:  What do you notice?  Do any treatments stand out?  Do the data look “normally” distributed?
b) Use the lm() command to model these data:  include the main effects of Genotype and RearingCondition, and their interaction.
c) Test the assumptions of your model (i.e., of the GLM).  
d) If the data do not meet the assumptions of the test, try transforming the data, and analyzing the transformed data instead.  Does your transformation satisfy the assumptions of the analysis?
e) When you’re satisfied that you’ve met the assumptions of your test, examine the results of your model (i.e., check the resulting p-values).  If any effects are statistically significant, do what you need to do to understand the results more deeply (e.g., interaction plot, contrasts)
f) What do you conclude from this analysis?


[bookmark: _GoBack]3.  The data in questions 1 & 2 are real data from real experiments.  The data for this question were fabricated.

These data come from an imaginary experiment where a researcher wished to know how a drug affected the expression of a gene on the human X-chromosome.  Due to the fact that the gene is on the X, the researcher also wished to know whether the drug had a similar effect on gene expression for females vs. males.  The researcher randomly obtained 60 females and 60 males, and randomly assigned a Drug or Placebo to 30 people from each Gender (this was done in a ‘double-blind’ fashion, where neither the researcher nor subject knew which treatment each individual experienced until the end of the experiment).  One month later, a blood sample was taken from each individual.  The focal gene’s expression was measured as the number of ‘reads’ for that gene were produced by genome sequencing (i.e., a more highly expressed gene will be more heavily sequenced, and yield more ‘reads’).  NOTE that these data are balanced.

The data are in the file, Expression.csv


a) Plot the data.  As in question 2, use the advice provided in lecture to plot the data for each combination of Drug treatment and Gender on a single Figure.  What do you notice?  Do any treatments stand out?  Do the data look “normally” distributed?
b) Use the lm() command to model these data:  include the main effects of Drug and Gender, and their interaction.
c) Test the assumptions of your model (i.e., of the GLM).  
d) If the data do not meet the assumptions of the test, try transforming the data, and analyzing the transformed data instead.  Does your transformation satisfy the assumptions of the analysis?
e) When you’re satisfied that you’ve met the assumptions of your test, examine the results of your model (i.e., check the resulting p-values).  If any effects are statistically significant, do what you need to do to understand the results more deeply (e.g., interaction plot, contrasts)
f) What do you conclude from this analysis?


4.  A study wished to test whether diet and litter size affected body size in mice.  The experiment used one mouse from each of 48  litters of mice.  Half of the litters experienced a ‘bland’ diet and the other half experienced a ‘choice’ (this factor is called ‘Diet’).  These groups were each spit in half again, and assigned to either an experimentally induced ‘small’ litter size, or a ‘control’ litter size (this factor is called ‘Litter’).  Therefore we had 8 mice from each of 4 treatment combinations.  
The data are in the file, DietLitter.csv

a) Plot the data.  As in question 2, use the advice provided in lecture to plot the data for each combination of Litter treatment and Diet on a single Figure.  What do you notice?  Do any treatments stand out?  Do the data look “normally” distributed?
b) Use the lm() command to model these data:  include the main effects of Litter and Diet, and their interaction.
c) Test the assumptions of your model (i.e., of the GLM).  
d) If the data do not meet the assumptions of the test, try transforming the data, and analyzing the transformed data instead.  Does your transformation satisfy the assumptions of the analysis?
e) When you’re satisfied that you’ve met the assumptions of your test, examine the results of your model (i.e., check the resulting p-values).  If any effects are statistically significant, do what you need to do to understand the results more deeply (e.g., interaction plot, contrasts)
f) What do you conclude from this analysis?
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